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Fig. 1. Current state-of-the-art methods, including NFOR [Bitterli et al. 2016], KPCN [Bako et al. 2017] and ACFM [Xu et al. 2019], fail to produce a plausible

denoised image for the scene "VeachAjar" because of the absence of specular albedo and the extremely noisy input. In contrast, our proposed model with

auxiliary feature guided self-attention can gather the most relevant information for each pixel from its surrounding region in an edge-preserving manner, thus

better restoring image details while preserving image structures and producing visually pleasing denoising results.

While self-attention has been successfully applied in a variety of natural

language processing and computer vision tasks, its application in Monte

Carlo (MC) image denoising has not yet been well explored. This paper

presents a self-attention based MC denoising deep learning network based

on the fact that self-attention is essentially non-local means filtering in the

embedding space which makes it inherently very suitable for the denoising

task. Particularly, we modify the standard self-attention mechanism to an

auxiliary feature guided self-attention that considers the by-products (e.g.,

auxiliary feature buffers) of the MC rendering process. As a critical prerequi-

site to fully exploit the performance of self-attention, we design a multi-scale

feature extraction stage, which provides a rich set of raw features for the

later self-attention module. As self-attention poses a high computational

complexity, we describe several ways that accelerate it. Ablation experi-

ments validate the necessity and effectiveness of the above design choices.

∗Yongwei Nie is the corresponding author.

This is the author’s version of the work. It is posted here for your personal use. Not for
redistribution.

Comparison experiments show that the proposed self-attention based MC

denoising method outperforms the current state-of-the-art methods.

CCS Concepts: · Computing methodologies→ Ray tracing.

Additional Key Words and Phrases: Monte Carlo denoising, self-attention,

non-local means.

1 INTRODUCTION

Monte Carlo (MC) path tracing is a popular realistic rendering tech-

nique widely used in computer animation, film production, video

games, etc. Compared with other rendering techniques, MC meth-

ods are unbiased and exhibit high generality for a variety of visual

rendering effects. Nevertheless, in order to produce high-quality

images without visible noise, MC path tracing requires sampling a

large number of rays which is extremely time-consuming. There

is a long history that graphics researchers attempt to improve im-

age quality using a reduced number of ray samples, such as ray
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histogram fusion [Delbracio et al. 2014] and sample-based denois-

ing [Gharbi et al. 2019; Lin et al. 2021; Munkberg and Hasselgren

2020]. Besides these, image-space MC denoising is another popu-

lar technique that first renders a noisy image at a low sampling

rate, and then applies a filtering operator to remove the noise and

reconstruct the target high-quality image.

Traditional image-space MC denoising was achieved by weighted

local regression [Moon et al. 2014], assuming the value of a pixel

can be approximated locally by the Taylor polynomial expansion

of a nearby pixel. However, these methods usually require a bias-

variance trade-off. For example, zero-order regressionmethods [Over-

beck et al. 2009; Rousselle et al. 2012] model the pixel neighborhood

as a constant function [Bitterli et al. 2016], the solution of which

is equivalent to applying a joint bilateral [Tomasi and Manduchi

1998] or non-local means filter [Buades et al. 2005; Rousselle et al.

2012]. The variance of these methods is the smallest, but the bias is

significant. Increasing the order of the regression model can make

it more flexible to fit the training data [Bauszat et al. 2011; Bitterli

et al. 2016; Li et al. 2013; Moon et al. 2014], resulting in a smaller

bias while the variance increases accordingly.

Recently, deep learning approaches have been proposed for MC

denoising [Bako et al. 2017; Gharbi et al. 2019; Kalantari et al. 2015;

Vogels et al. 2018; Xu et al. 2019]. As an early attempt of MC de-

noising using neural network, Kalantari et al. [Kalantari et al. 2015]

employ a multi-layer perception (MLP) network to learn the band-

width for joint bilateral and joint non-local means filters from paired

noisy and non-noisy images. Bako et al. [Bako et al. 2017] use a

convolutional neural network (CNN) to predict the filtering kernel

for each pixel adaptively. Eliminating the intermediate filters, the

network proposed in [Xu et al. 2019] directly outputs the denoised

image given a noisy input.

While various CNN models can already produce impressive MC

denoising results, this paper presents a self-attention based MC

denoising model that achieves better results. Compared with CNNs,

self-attention has several advantages. Firstly, self-attention can di-

rectly compute the interaction between any pair of features, natu-

rally capturing long-range dependencies and having a global recep-

tive field. In contrast, CNNs typically employ small convolutional

kernels. Although the receptive field of a CNN can be enlarged

by stacking more convolutional and pooling layers, the resultant

interaction between two distant features is indirectly computed.

Secondly, convolution is content-independent, i.e., the response at

every spatial position is obtained with the same set of weights tai-

lored for the whole image rather than for each local position. In

contrast, self-attention is content-dependent, which computes the

weights between any pair of pixels according to their features. Intu-

itively, gathering information in a large receptive field with directly

computed adaptive weights can yield better denoising results. More-

over, Wang et al. [Wang et al. 2018] have shown that self-attention

is essentially a non-local means filtering in the embedding space,

thus sharing the same edge-preserving property as non-local means

for image denoising. This is verified in Figure 1 in which previous

state-of-the-art approaches tend to blur the edges of grids on the

floor, while our self-attention based method perfectly preserves

these edges.

Our self-attention based MC denoising starts with a multi-scale

feature extraction stage which uses different sized convolutional

filters to extract features under different receptive fields, as what

has been done in Inception [Szegedy et al. 2015]. This provides

more raw features that are later processed by the self-attention

module. Specifically, we stack a total of five self-attention based

neural blocks. To take advantage of the auxiliary feature buffers,

including normal, depth, and albedo, we modify the standard self-

attention mechanism by introducing auxiliary features into the

computation of queries and keys that are the core ingredients of

self-attention, proposing the auxiliary feature guided self-attention

mechanism. Finally, the output of the last self-attention block is

transformed to a high-quality denoised image by a simple decoder

module. Since self-attention is computationally expensive, we show

several ways to accelerate it, enabling it to run on the consumer

graphics card GeForce RTX 3090.

In summary, the main contributions of this paper are three-fold:

• We propose a novel self-attention based MC denoising deep

learning network comprising a multi-scale feature extractor

and self-attention based neural blocks. To the best of our

knowledge, we are the first that utilize self-attention mecha-

nism for Monte Carlo image denoising.

• Specifically for MC denoising, we revise the standard self-

attentionmechanism to auxiliary feature guided self-attention,

which effectively involves the auxiliary features into the com-

plex denoising process.

• Ablation and comparison experiments show that the pro-

posed self-attention based MC denoising model is effective

and achieves superior performance over the state-of-the-art

approaches.

2 RELATED WORK

Traditional state-of-the-art MC denoising approaches are mainly

based on local neighborhood regression models. More recent meth-

ods utilize deep neural networks to achieve impressive denoising ef-

fects. In the following, we briefly review the above two kinds ofmeth-

ods. For a more comprehensive introduction of MC denoising meth-

ods, please refer to the survey papers [Huo and Yoon 2021; Zwicker

et al. 2015]. Besides, since our method employs Transformer-based

model and self-attention mechanism, we also introduce their recent

advances and applications.

Traditional Monte Carlo Denoising. Denoising Monte Carlo

rendering can be traced back to the nonlinear image space fil-

ter [Rushmeier and Ward 1994] proposed by Rushmeier et al. This

pioneering idea becomes the basis of later Monte Carlo denoising

methods, such as the cross bilateral filter [Eisemann and Durand

2004; Petschnigg et al. 2004; Xu and Pattanaik 2005], the edge-

avoiding filter [Dammertz et al. 2010] and the non-local means

filter [Buades et al. 2005]. As shown in [Bitterli et al. 2016], these

methods actually perform zero-order regressions. McCool et al. [Mc-

Cool 1999] are the first adding normal, depth, etc., as auxiliary

information into the filtering process, yielding better denoising

results, which becomes an integral part of later state-of-the-art

methods. For example, methods of [Overbeck et al. 2009; Rousselle

et al. 2012] utilize auxiliary feature buffers to guide the non-local
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means filtering, making the denoising process more robust [Moon

et al. 2013; Rousselle et al. 2013]. Many other works consider us-

ing first-order [Bauszat et al. 2011; Bitterli et al. 2016; Moon et al.

2014] and even higher-order regression models [Moon et al. 2016].

Although higher-order regression models can better approximate

ground truths than lower ones, they sometimes suffer from overfit-

ting and cannot generalize to complicated scenes.

Learning-based Monte Carlo denoising.Many deep learning

based methods now outperform their traditional counterparts for

a variety of tasks like visual recognition [Hu et al. 2021], object

detection and localization [Islam et al. 2020], and image genera-

tion [Xu et al. 2021], thanks to the strong fitting capabilities of deep

neural networks. Similarly, in the MC denoising domain, Kalan-

tari et al. [Kalantari et al. 2015] utilize a multi-layer perceptron to

learn the filter weights for cross-bilateral and cross non-local means

filters from training data. Bako et al. [Bako et al. 2017] utilize a

CNN to predict filtering kernels themselves for each pixel instead

of the weightings of a filter shared by all pixels. This scheme is

later adopted by [Back et al. 2020; Gharbi et al. 2019; Lin et al. 2020;

Vogels et al. 2018], further unleashing the capabilities of kernel-

based denoising. Recently, orthogonal to kernel prediction, a new

type of scheme directly predicts per-pixel radiance [Lu et al. 2020;

Wong and Wong 2019; Yang et al. 2018, 2019]. For example, Xu

et al. [Xu et al. 2019] propose an adversarial approach for MC de-

noising in which a conditioned feature modulation module deeply

incorporates auxiliary features into the denoising process. Other

than image-space denoising methods mentioned above, recent MC

denoising researchers also pay attention to sample-based denois-

ing [Gharbi et al. 2019; Lin et al. 2021], real-time denoising [Meng

et al. 2020], and interactive denoising based on video sequences

rather than a single image [Chaitanya et al. 2017; Işik et al. 2021;

Vogels et al. 2018]. Inspired by the remarkable denoising results

in [Xu et al. 2019], we also adopt the radiance predicting scheme

and adversarial learning in our model.

Transformer And Self-attention. Transformer was originally

proposed in [Vaswani et al. 2017] for neural machine translation.

Subsequently, the architecture has been extensively researched,

modified, and applied to a variety of downstream tasks [Devlin

et al. 2018; Raffel et al. 2019]. One of the most outstanding works is

GPT-3 [Brown et al. 2020], a massive Transformer-based network

with up to 175 billion parameters that can be applied to other tasks

even without fine-tuning. Inspired by the great accomplishment of

Transformer achieved in the Natural Language Processing field, an

increasing number of computer vision researchers are applying the

Transformer to their works, including image classification [Chen

et al. 2020], super-resolution [Yang et al. 2020], and image synthe-

sis [Zhang et al. 2019]. Although Transformer is now becoming

a prominent force, we have not found Transformer-based models

being applied to MC denoising.

A key component of Transformer is the self-attention mechanism,

which enables effective modeling of the long-range dependencies

in features within one Transformer block. This is different from

CNNs that require stacking multiple convolutional layers in order

to enlarge receptive field so that long-range information can be

indirectly captured. Specifically, self-attention enables a feature in

the embedding space to absorb the information at all other posi-

tions on the feature map in a weighted average manner, controlled

by the attention scores. However, the quadratic computation and

memory complexity limit its scalability. Many works [Child et al.

2019; Ho et al. 2019; Katharopoulos et al. 2020] are therefore de-

voted to address the quadratic issue. For example, in [Ramachandran

et al. 2019], the attention computation is restricted in a local region.

[Wang et al. 2020] utilize two consecutive axial self-attention layers

to calculate attention in the vertical and horizontal directions respec-

tively, significantly reducing the computation complexity. [Liu et al.

2021; Vaswani et al. 2021] propose two different memory-friendly

self-attention mechanisms. We employ these pioneering works to

accelerate our self-attention based MC denoising network while

reducing the memory usage to make it run on a consumer GPU.

3 METHODOLOGY

Monte Carlo path tracing is one of the most important techniques

in realistic rendering which however suffers from extremely high

computational consumption. That is, in order to generate a high-

quality image, it needs to sample a large number of paths for each

pixel, resulting in hours of time cost. To mitigate this problem, a

large amount of work is done to first generate a noisy image with

a low path sampling rate, and the noisy image is then denoised to

obtain the high-quality noise-free image, which significantly reduce

the overall usage time. Auxiliary feature buffers, including normal,

albedo and depth, are usually involved in the denoising process

which provide helpful guidance.

In this paper, we view Monte Carlo denoising as a specific in-

stantiation of the general image denoising problem for which non-

local means filtering [Buades et al. 2005] has been proven to be

very effective [Davy et al. 2019; Lefkimmiatis 2017; Xie et al. 2019].

Non-local means has also been popularly adopted for Monte Carlo

denoising [Kalantari et al. 2015; Rousselle et al. 2012; Zimmer et al.

2015]. Inspired by the fact that the recently developed self-attention

mechanism for machine translation [Vaswani et al. 2017] is essen-

tially a special type of non-local means filter that operates in a

high-dimensional embedding space (see [Wang et al. 2018] or the

supplemental of this paper), we propose a self-attention basedMonte

Carlo denoising method. To better utilize the information in the

auxiliary buffers, we propose auxiliary feature guided self-attention,

which computes the interactions between pixels in an image not

only by the content of the image but also by that of the auxiliary

buffers. In the following, before describing our self-attention based

MC denoising network, we give some mathematical background of

the self-attention mechanism.

3.1 Transformer and Self-Attention

Self-attentionmechanismwas first proposed byVaswani et al. [Vaswani

et al. 2017] for the task ofmachine translation. Based on self-attention,

they proposed a new network architecture called łTransformerž

which comprises a series of Transformer blocks (we call them self-

attention based neural blocks in the above) that perform self-attention

computations.
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Fig. 2. Overview of our self-attention based MC denoising model. Given a noisy image and three auxiliary buffers, our model outputs the residual between the

input noisy image and the target high-quality noise-free image. The model consists of three main components: multi-scale feature extractors, Transformer

blocks, and a decoder. The multi-scale feature extractors extract features from the input noisy image and auxiliary buffers. Then five sequentially connected

transformer blocks are used to process noisy image features by auxiliary feature guided self-attention. The output of the last transformer block is finally

processed by a simple decoder to obtain the residual. We implement block self-attention for computation acceleration and memory saving. The whole model is

trained in an adversarial manner. For simplicity, we omit the the discriminator in this figure.

Let 𝑋 𝑖−1 be the input to the 𝑖th Transformer block, the self-

attention operator is defined as:

SA(𝑋 𝑖−1) = Softmax

(

𝑄𝐾𝑇
√

𝑑𝑘

)

𝑉 , (1)

where,

𝑄 =𝑊𝑄𝑋
𝑖−1, 𝐾 =𝑊𝐾𝑋

𝑖−1,𝑉 =𝑊𝑉𝑋
𝑖−1,

with𝑊𝑄 ,𝑊𝐾 , and𝑊𝑉 being the learnable linear transformations,

and 𝑑𝑘 being the feature channel dimension of 𝑄 and 𝐾 . As can be

seen, the term 𝑄𝐾𝑇 gives attention scores between the vector slots

of𝑄 and𝐾 , which are finally used to average vector slots of𝑉 . Since

𝑄 , 𝐾 , 𝑉 are all computed from 𝑋 𝑖−1, the attention operator defined

in Equation 1 is called łself-attentionž, i.e., the attention between

the vector slots of 𝑋 𝑖−1 themselves.

With the self-attention operator, a Transformer block is easily

implemented as:

𝑋 𝑖−1 = LN
(

SA
(

𝑋 𝑖−1
))

+ 𝑋 𝑖−1,

𝑋 𝑖 = LN
(

FFN
(

𝑋 𝑖−1
))

+ 𝑋 𝑖−1,
(2)

where LN denotes layer normalization [Ba et al. 2016], FFN denotes

a feed-forward network, and 𝑋 𝑖 is the output of the 𝑖th Transformer

block.

3.2 Self-Attention based Monte Carlo Denoising

Figure 2 shows the overview of the proposed self-attention based

Monte Carlo denoising network, comprising three main compo-

nents: multi-scale feature extractors, Transformer blocks with aux-

iliary feature guided self-attention mechanism, and a decoder. Our

network takes a noisy image and three auxiliary buffers (including

normal, depth, and albedo) as input, and outputs the residual be-

tween the input noisy image and the target high-quality image. Note

that most of previous approaches [Bako et al. 2017; Lu et al. 2020;

Xu et al. 2019] separate the noisy image into diffuse and specular

components and process them separately. Since self-attention brings

heavy computation and memory loads, we directly process the noisy

image in a single pipeline. Our model is trained adversarially, which

means the network shown in Figure 2 is a generator of a Generative

Adversarial Network [Goodfellow et al. 2014], but for simplicity the

discriminator is omitted in the figure.

3.2.1 Multi-scale feature extractor. Firstly, we need to transform the

input noisy image and auxiliary buffers from image space to feature

space. This is usually achieved by convolutional neural networks.

For example, one can simply use a convolutional layer with 256

kernels of size 3× 3 to transform a noisy image in space R𝐻×𝑊 ×3 to

space R𝐻×𝑊 ×256, where𝑊 and 𝐻 are width and height of the input

image. However, we find that features calculated by a single con-

volutional layer limit the performance of subsequent self-attention
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(a) No Aux. (b) Concatenation (c) AFGSA

Fig. 3. (a) Auxiliary features are not utilized. (b) Auxiliary features are

concatenated with noisy image features before feeding into self-attention

module. (c) The proposed auxiliary feature guided self attention in which

the auxiliary features are just involved in the calculation of𝑄 and 𝐾 .

modules since features extracted from a single-scale receptive field

cannot fully reflect the original information of the image. To mit-

igate this problem, we propose multi-scale feature extractors as

shown in Figure 2. Specifically, we design 3 convolutional layers

all with 256 kernels but the kernel size of the first convolutional

layer is 1 × 1, the second is 3 × 3, and the third is 5 × 5. The three

convolutional layers are used to extract features at different scales

of receptive fields, a strategy that has also been adopted in Incep-

tion [Szegedy et al. 2015]. By multi-scale feature extraction, we

provide self-attention modules with more raw features, facilitating

the self-attention mechanism to discover more useful information.

Before inputting to self-attention modules, the multi-scale features

are concatenated together in the channel dimension, and further

processed by a convolutional layer with 256 kernels of size 1 × 1.

The input noisy image and auxiliary buffers are processed by two

different multi-scale feature extractors. For noisy image, we obtain

a feature map, denoted by 𝑓 0
𝑁
, in space R𝐻×𝑊 ×256. For auxiliary

features, the obtained feature map, defined as 𝑓𝐴 , is also in space

R
𝐻×𝑊 ×256.

3.2.2 Auxiliary feature guided self-attention. After the multi-scale

feature extraction stage, we sequentially stack five Transformer

blocks to extract more representative features. We use the standard

Transformer pipeline as defined in Equation 2 except for the layer

normalization (in practice adding the layer normalization yields

worse results). But for the self-attention operator, there are several

design choices to consider regarding how to make effective use of

the auxiliary features.

Firstly, as shown in Fig. 3 (a), one can simply ignore the auxiliary

features and use the standard self-attention operator defined in

Equation 1, for which the computation of a Transformer block is:

𝑓 𝑖−1𝑁 = SA
(

𝑓 𝑖−1𝑁

)

+ 𝑓 𝑖−1𝑁 ,

𝑓 𝑖𝑁 = FFN
(

𝑓 𝑖−1𝑁

)

+ 𝑓 𝑖−1𝑁 ,
(3)

where 𝑓 𝑖−1
𝑁

is the input to the 𝑖th Transformer block and 𝑓 𝑖
𝑁

is the

output, with 𝑓 0
𝑁

being the features computed from the noisy image

in the multi-scale feature extraction stage. In practice, this scheme

yields relatively poor denoising results because of not using the

helpful auxiliary information. A straightforward way to incorporate

the auxiliary features 𝑓𝐴 into the denoising process is replacing

SA(𝑓 𝑖−1
𝑁

) of Equation 3 by SA((𝑓 𝑖−1
𝑁

; 𝑓𝐴)), where (𝑓 𝑖−1
𝑁

; 𝑓𝐴) indi-

cates the concatenation of 𝑓 𝑖−1
𝑁

and 𝑓𝐴 , as shown in Figure 3 (b). In

this scheme, both the input noisy image and the auxiliary buffers

are involved into the computation of 𝑄 , 𝐾 and 𝑉 , which is not intu-

itively reasonable. We argue that the auxiliary buffers should only

be used to compute 𝑄 and 𝐾 but not 𝑉 . The reasons are two-fold.

Firstly, the auxiliary buffers, including depth, normal and albedo,

usually have clearer edges than the noisy image, making them very

suitable for the computation of edge-preserving weighting (or atten-

tion) scores, i.e., 𝑄𝐾𝑇 . Secondly, since 𝑉 actually represents image

pixel values, it should not be contaminated by the auxiliary features.

Based on this observation, we propose the Auxiliary Feature Guided

Self-Attention (AFGSA) operator:

AFGSA(𝑓 𝑖−1𝑁 , 𝑓𝐴) = Softmax

(

𝑄𝐾𝑇
√

𝑑𝑘

)

𝑉 , (4)

where,

𝑄 =𝑊𝑄

(

𝑓 𝑖−1𝑁 ; 𝑓𝐴

)

,

𝐾 =𝑊𝐾

(

𝑓 𝑖−1𝑁 ; 𝑓𝐴

)

,

𝑉 =𝑊𝑉

(

𝑓 𝑖−1𝑁

)

,

in which 𝑄 and 𝐾 are computed from the concatenation of both the

image and auxiliary features, while𝑉 is just from the image features.

Our AFGSA based Transformer block, as shown in Figure 3 (c), is

then defined as:

𝑓 𝑖−1𝑁 = AFGSA
(

𝑓 𝑖−1𝑁 , 𝑓𝐴

)

+ 𝑓 𝑖−1𝑁 ,

𝑓 𝑖𝑁 = FFN
(

𝑓 𝑖−1𝑁

)

+ 𝑓 𝑖−1𝑁 .
(5)

In our implementation, 𝑄 , 𝐾 , and 𝑉 are computed by different 1 × 1

convolutional layers, FFN is a feed-forward network comprising

two 3 × 3 convolutional layers.

3.2.3 Decoder. After five Transformer blocks, the obtained feature

map is 𝑓 5
𝑁
. We design a decoder to transform it from the feature

space to the image space. The structure of the decoder is very simple,

sequentially stacking three 3 × 3 convolutional layers among which

the first two have 256 kernels and the last one has 3 kernels.

3.3 Network Implementation and Acceleration

In Figure 2, we have annotated the implementation details of all the

convolutional layers. For example, łConv k1c256ž means the convo-

lutional layer has 256 kernels of size 1 × 1. For all the convolutional

layers, the padding type is set to łreflectž and the stride is set to 1,

while normalization layer is not adopted. Let𝐻 and𝑊 be the spatial

shape of the input noisy and auxiliary images, the two feature maps

𝑓 0
𝑁

and 𝑓𝐴 outputted by the multi-scale feature extractors are both

of size 𝐻 ×𝑊 ×𝐶𝑓 𝑒𝑎 (where 𝐻 and𝑊 are both 128 at training, and

𝐶𝑓 𝑒𝑎 = 256). 𝑄 , 𝐾 , and 𝑉 computed in self-attention blocks are also
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of size 𝐻 ×𝑊 ×𝐶𝑓 𝑒𝑎 . Note that in order to avoid losing any spatial

information that is essential for image denoising, we do not perform

any type of downsampling operation in the model.

A problem is that the self-attention defined in Equation 4 is in fact

a global self-attention, which is notorious for its high computation

complexity and large memory usage, as the product 𝑄𝐾𝑇 requires

each element in the feature map to compute attention to all the

other elements (as shown in Figure 4 (a)):

𝑓𝑖, 𝑗 =
∑

𝑎∈[1,𝐻 ],𝑏∈[1,𝑊 ]

Softmax𝑎,𝑏

(

𝑞𝑖, 𝑗𝑘
⊤
𝑎,𝑏

√

𝑑𝑘

)

𝑣𝑎,𝑏 , (6)

where 𝑞𝑖, 𝑗 indicates the query feature at position (𝑖, 𝑗), 𝑘𝑎,𝑏 rep-

resents the key feature at position (𝑎, 𝑏), 𝑣𝑎,𝑏 stands for the value

feature at position (𝑎, 𝑏), and 𝑓𝑖, 𝑗 is the resulting feature at position

(𝑖, 𝑗). The computation budget and memory needed for storing the

attention matrix of 𝑄𝐾𝑇 are quadratic to the spatial dimensions

of the input feature map, i.e., 𝑂 (𝐻2𝑊 2). As a result, global self-

attention can only be used on downsampled or small feature maps,

limiting its scalability. In the following, we introduce several ways

to optimize it, from local self-attention, to block self-attention.

3.3.1 Local self-attention. In order to reduce computation, one

straightforward way is to restrict the attention computation in a

local region (as shown in Figure 4 (b)) rather than the global feature

map [Ramachandran et al. 2019]:

𝑓𝑖, 𝑗 =
∑

𝑎∈[𝑖−𝑚
2 ,𝑖+

𝑚
2 ],𝑏∈[ 𝑗−𝑚

2 , 𝑗+
𝑚
2 ]

Softmax𝑎,𝑏

(

𝑞𝑖, 𝑗𝑘
⊤
𝑎,𝑏

√

𝑑𝑘

)

𝑣𝑎,𝑏 , (7)

where𝑚 indicates the size of the local neighborhood. Adding such

local region constraint significantly reduces the theoretical com-

putational complexity from 𝑂 (𝐻2𝑊 2) to 𝑂 (𝐻𝑊𝑚2). However, al-

though this effectively reduces computation budget, it consumes

even more memory. That is because in practice we have to extract

all local regions and store them in memory before we can perform

self-attention computations in the local neighborhoods. These lo-

cal regions are however seriously overlapped with each other, e.g.,

local patches of two adjacent pixels share an overlapping area of

𝑚 × (𝑚 − 1), which are memory-wasteful.

3.3.2 Block self-attention. In order to balance the computation

and memory usage, we can divide the input feature map into non-

overlapping blocks with spatial size 𝑏×𝑏, resulting in 𝐻
𝑏
×𝑊
𝑏

blocks.

Then we can run global self-attention in each block (as shown in

Figure 4 (c)), the computation complexity of which is only 𝑂 (𝑏2𝑏2).

The whole complexity is 𝑂 (𝐻
𝑏
𝑊
𝑏
𝑏4) = 𝑂 (𝐻𝑊𝑏2). Since there is no

overlapping between blocks, no memory wastes when storing the

blocks. However, this prohibits the transfer of information between

adjacent blocks. For example, for pixels near the boundary of a

block, despite being very close to some pixels in adjacent blocks,

the attention calculation of them cannot gather information from

adjacent blocks. This results in color discrepancy on the boundaries

of each block. Vaswani et al. [Vaswani et al. 2021] solve this prob-

lem by expanding a band of pixels, called łhalož, around each block

(as shown in Figure 4 (d)), making the size of the block become

(𝑏 + 2ℎ) × (𝑏 + 2ℎ) where ℎ is the width of the band. The band

pixels are copied from adjacent blocks if they exist, otherwise are

(a) (b) (c) (d)

Fig. 4. (a) Global self-attention. The receptive field (red) covers the whole

feature map. (b) Local self-attention. The receptive field is confined in the

local window centered at the query point (yellow). (c) Block self-attention.

The receptive field is confined in the block containing the query point. (d)

Block self-attention with expanded band. Besides the block containing the

query point, the receptive field is expanded into the surrounding band

occupying pixels of other blocks.

padded with zero. By the expanded łbandž, they actually add some

overlapping between adjacent blocks. Although this introduces a

little waste of memory, it allows a certain extent of information

exchanging between adjacent blocks, enabling smooth information

transition between them. We follow this scheme in implementing

our self-attention mechanism. But note that we just need to expand

𝐾 and 𝑉 while for 𝑄 the expansion is prohibited.

3.4 Training Losses

To ensure pixel-level accuracy and perceptual quality, we use two

types of loss functions as our optimization objectives: a pixel re-

construction loss and an adversarial loss. The overall loss function

is:

𝐿 = 𝜆𝑟𝑒𝑐𝐿𝑟𝑒𝑐 + 𝜆𝑎𝑑𝑣𝐿𝑎𝑑𝑣, (8)

where 𝜆𝑟𝑒𝑐 and 𝜆𝑎𝑑𝑣 are two hyper-parameters that control the

balance of the two terms.

Pixel reconstruction loss. We adopt the 𝐿1 distance between

the image generated by the proposed model and the ground truth

as our pixel reconstruction loss:

𝐿𝑟𝑒𝑐 =


𝐼 − 𝐼𝑔𝑡




1 , (9)

where 𝐼 is the denoised output of our network and 𝐼𝑔𝑡 is the ground-

truth.

Adversarial loss. Following [Xu et al. 2019], we view the pro-

posed self-attention based MC denoising network as a generator

and train it in an adversarial manner. The discriminator used in this

paper is borrowed from [Xu et al. 2019]. To stabilize the training,

WGAN-GP [Gulrajani et al. 2017] loss is minimized:

𝐿𝑎𝑑𝑣 =𝑚𝑖𝑛
𝐺
𝑚𝑎𝑥
𝐷
E

𝐼∼P𝑔

[𝐷 (𝐼 )] − E
𝐼𝑔𝑡∼P𝑟

[𝐷 (𝐼𝑔𝑡 )]

+𝜆 E
𝐼∼P𝐼

[(


∇
𝐼
𝐷 (𝐼 )





2
− 1)2],

(10)

where 𝐺 indicates the generator, 𝐷 represents the discriminator, 𝜆

is a balance weight, 𝐼 stands for the interpolation between the real

sample 𝐼𝑔𝑡 and the generated sample 𝐼 .

4 EVALUATION

In the following we evaluate our method and compare it with the

previous state-of-the-art approaches. The code and dataset can be
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Ours NFOR
(28.7001/0.0837)

KPCN
(31.5897/0.0614)

ACFM
(32.4792/0.0573)

Ours
(33.4241/0.0538)

Reference
(PSNR/1-SSIM)

Ours NFOR
(39.1655/0.0157)

KPCN
(38.9923/0.0198)

ACFM
(39.9300/0.0161)

Ours
(40.6960/0.0132)

Reference
(PSNR/1-SSIM)

Ours NFOR
(33.9623/0.0289)

KPCN
(37.5991/0.0213)

ACFM
(38.4350/0.0193)

Ours
(38.8530/0.0179)

Reference
(PSNR/1-SSIM)

Ours NFOR
(33.0300/0.0693)

KPCN
(35.7745/0.0405)

ACFM
(36.5256/0.0391)

Ours
(37.5287/0.0339)

Reference
(PSNR/1-SSIM)

Fig. 5. Qualitative comparisons with NFOR [Bitterli et al. 2016], KPCN [Bako et al. 2017] and ACFM [Xu et al. 2019]. The noisy inputs are rendered at 32 spp.

Our method can better restore details and structures of noisy images.
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Table 1. Quantitative comparisons with NFOR [Bitterli et al. 2016],

KPCN [Bako et al. 2017] and ACFM [Xu et al. 2019] on the test set. Learning-

based model are trained on 32 spp images. The łrež after a model name

means the model is retrained by ourselves. For ACFM, the results of the

authors’ published model are also reported. The RMSE, PSNR, and 1-SSIM

metrics are measured for each compared model. Bold numbers are the

best, while numbers with a hat are the second best. The differences (by

subtraction) between the best and the second best numbers are calculated.

Model SPP RMSE(10−3)↓ PSNR↑ 1-SSIM↓

NFOR

4 27.469 29.2585 0.1447
8 16.010 31.6135 0.1016
16 8.460 33.6525 0.0751
32 4.682 35.7583 0.0544
128 1.748 39.2909 0.0323

KPCN (re)

4 11.512 30.8417 0.1219
8 6.631 32.9486 0.0888
16 4.132 34.9944 0.0669
32 2.840 36.6687 0.0509
128 1.443 39.6035 0.0300

ACFM

4 10.668 31.5617 0.1166
8 6.019 33.6399 0.0823
16 3.697 35.6662 0.0593
32 2.383 37.4461 0.0446
128 1.192 40.2327 0.0281(-0.0002)

ACFM (re)

4 ˆ10.217 ˆ31.9081 ˆ0.1076
8 ˆ5.365 ˆ33.9380 ˆ0.0781
16 ˆ3.545 ˆ35.7812 ˆ0.0586
32 ˆ2.369 ˆ37.5137 ˆ0.0443
128 ˆ1.189 ˆ40.2571 ˆ0.0283

Ours

4 9.979(-0.24) 32.3770(+0.47) 0.1023(-0.053)
8 4.855(-0.51) 34.6834(+0.75) 0.0713(-0.068)
16 2.766(-0.78) 36.7625(+0.98) 0.0521(-0.065)
32 1.839(-0.53) 38.3812(+0.87) 0.0410(-0.033)
128 1.051(-0.14) 40.8028(+0.55) 0.0286

found at https://github.com/Aatr0x13/MC-Denoising-via-Auxiliary-

Feature-Guided-Self-Attention.

4.1 Experimental Settings

Dataset. We use the dataset released by ACFM [Xu et al. 2019]

for training and validation. The dataset contains 1109 shots of 8

scenes provided by [Bitterli 2016] renderedwith Tungsten. Each shot

provides a noisy color image, a noisy diffuse image, a noisy specular

image and three noisy auxiliary feature buffers including depth,

normal, and albedo. The corresponding ground truths of these noisy

images are also provided. All the noisy images are rendered at 32

samples per pixel (spp) while the ground truth images are rendered

at 32k spp. Following [Xu et al. 2019], we randomly choose 95%

shots as the training dataset, while the remaining 5% shots as the

validation dataset. All shots are divided into patches of size 128×128

by the sampling strategy in [Bako et al. 2017], obtaining 286,649

patches in total, among which 272,230 come from the training shots

and 14,419 from the validation ones.

As stated above, the dataset provided by ACFM [Xu et al. 2019]

contains only noisy images rendered at 32 spp. In order to conduct

comparisons more adequately, we render a test set by ourselves.

Specifically, the newly rendered test dataset contains noisy images

rendered at 4, 8, 16, 32, 128, 256, 512, 1024 spps for each of the 14

default Tungsten scenes [Bitterli 2016], whose ground-truth images

10-3

10-2

10-1

100

101 102 103

R
M

S
E

Sample per pixel

Ours
ACFM
KPCN
Noisy

Fig. 6. RMSE convergence plots of MC path tracing (Noisy), KPCN [Bako

et al. 2017], ACFM [Xu et al. 2019], and our method (Ours), which show

the average RMSE values of the four methods on the test dataset as the

sampling rate increases from 4 spp to 8192 spp.

are provided with the scene files. The format of these images is kept

the same as that of the ACFM dataset. During testing, we also split

them into patches of 128 × 128 size, resulting in 3192 patches. Note

that although we use 128 × 128 patches during training, validation,

and testing for comparison, our model can accept larger images as

input for practical use.

Pre-and post-processing. Our method takes a noisy image as

input rather than diffuse and specular components separately. Like

what has done to the specular component in [Bako et al. 2017], we

apply a log transform to the noisy image before feeding it into our

model. Correspondingly, the output of our model is applied with an

inverse-log transformation.

Comparison Metrics.We use three metrics to evaluate the de-

noising results, which are Relative Mean Square Error (RMSE), Peak

Signal-to-Noise Ratio (PSNR) and One Minus Structural Similarity

Index Measure (1-SSIM).

Training Settings. Our model has 5 Transformer blocks. For the

block self-attention, we divide feature maps into blocks of size 𝑏 = 8.

The expanded band is of size ℎ = 3. We implement our method using

PyTorch [Paszke et al. 2019] and also Jittor [Hu et al. 2020], while

only the experimental data of PyTorch are provided below. We run

our method on a single NVIDIA GeForce RTX 3090 GPU with 24GB

memory. Some variants of our model in the ablation study demand

more than 24GB memory at training. In order to circumvent this

problem, we utilize the technique of gradient checkpoint of PyTorch

to reduce memory usage. During training, Adam optimizer is used,

learning rate is set to 1e-4 initially and halved every 3 epochs for a

total of 12 epochs, and the batch size is set to 8. The weights in the

loss function are set as 𝜆𝑟𝑒𝑐 = 1, 𝜆𝑎𝑑𝑣 = 5𝑒 − 3 and 𝜆 = 10.

4.2 Comparison with State-of-The-Art Methods

We compare ourmodel with a traditional methodNFOR [Bitterli et al.

2016] and two learning-based image-space MC denoising methods

including KPCN [Bako et al. 2017] and ACFM [Xu et al. 2019]. NFOR

is a traditional non-local denoising method and is shipped with the

tungsten renderer. KPCN is based on kernel prediction and ACFM

is the current state-of-the-art based on radiance prediction. Both of
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them have published their codes and model weights. The published

KPCN model was trained on 128 spp. In order to compare with it on

more difficult 32 spp images, we re-train KPCN on the same training

set of ours, using the settings suggested by the authors of KPCN.

We also re-train ACFM, and our re-trained model performs better

than the published ACFM model.

Quantitative comparison results are shown in Table 1. All the

deep learning methods are trained on 32 spp images, but evaluated

on 4, 8, 16, 32, 128, 256, 512, and 1024 spp images. Due to space

limit, we only show the results of 4 to 128 spps, and please refer

to the supplemental material for the results of higher spps. For

KPCN, we report the results by our re-trained model. For ACFM, we

report both the results computed by the published model and our

re-trained model. In the table, bold numbers indicate the best results.

As can be seen, for 4 to 32 spp inputs and all the three comparison

metrics RMSE, PSNR, and 1-SSIM, our method achieves the best

results. One exception occurs for the 128 spp input and the 1-SSIM

metric for which ACFM achieves the best results, but our result

is comparable to that of ACFM (0.0286 vs. 0.0281). We also mark

the second best results in the table, i.e., the numbers with a hat on

them, and compute the difference (by subtraction) between the best

and the second best numbers. The differences tell that our method

surpasses the other methods the most for the 16 spp inputs.

In Figure 6, we plot the RMSE convergence curves of KPCN,

ACFM and our method to illustrate the RMSE values of the three

methods over the entire test set as the input noisy image spp in-

creases. The łNoisyž curve shows the convergence plot of the MC

path tracing algorithm, while the other three curves show the con-

vergence plots of KPCN, ACFM, and our method, respectively. The

convergence plots further confirm the effectiveness of our method.

In Figure 5, we choose four different scenes on which qualita-

tive comparisons are shown. They are łBathroomž, łVintageCarž,

łSpaceshipž and łClassroomž. These scenes contain mirrors, reflec-

tions, refractions, dim regions and tiny structures, covering as many

aspects as possible to fully test a model’s denoising performance.

As can be seen from Figure 5, our model not only accurately recov-

ers low-frequency features, but also does a good job on restoring

high-frequency details. For example, in the green box of "Vintage-

Car", KPCN and ACFM still have visible noise in the seat, while our

denoised image is clear and smooth; for the heat sink in the orange

box, both KPCN and ACFM have varying degrees of blurring, while

our denoised result has the structure and edge details well restored.

Although our model has high computational complexity and

consumes more memory during training, the time and memory

usage drop much at test time since there is no need to compute

gradients and also the discriminator is discarded. Specifically, at test

time, the time and memory costs for a batch (the batch size is 8) of

128× 128 images by KPCN [Bako et al. 2017] are 327.5ms and 5.5GB,

while those by [Xu et al. 2019] are 316.1ms and 2.7GB, and by our

method are 382.5ms and 5.2GB.

5 ABLATION STUDY

In this section, we modify the proposed model in different ways and

investigate the effectiveness of each design choice of our method.

Table 2. Ablation study on different types of feature extractor architectures,

where, for example, 3×3means a single convolutional layer of kernel size 3×3

is used for feature extraction, while 1357 means four parallel convolutional

layers of kernel sizes 1× 1, 3× 3, 5× 5 and 7× 7 are used to extract features.

Encoder RMSE(10−3)↓ PSNR↑ 1-SSIM↓

Multi-scale (1357) 2.807 37.0931 0.0586
Multi-scale (135) 2.616 37.4551 0.0531
Multi-scale (357) 2.871 36.9197 0.0618

3×3 2.817 37.1675 0.0594
5×5 2.821 37.0746 0.0609
7×7 2.929 36.7243 0.0661

Table 3. Ablation study on different number of Transformer blocks.

Num.T. RMSE↓ PSNR↑ 1-SSIM↓

4 3.089 37.2391 0.0560
5 2.616 37.4551 0.0531
6 2.701 37.1491 0.0584

We use the dataset provided by ACFM [Xu et al. 2019] for the abla-

tion study, among which 60% shots are used for training, 20% for

validation, and 20% for testing. Directly performing ablation studies

on the whole dataset is too time-consuming. Instead, we sample

subsets from the corresponding full datasets, obtaining 8414, 2770,

and 2793 patches for training, validation, and testing, respectively.

Instead of 12, we train the ablation models for 24 epochs. In the

following, when performing ablation experiments for some part of

our model, the other parts are kept the same as the full model.

5.1 Multi-Scale Feature Extractor

Firstly, we analyze the role of the multi-scale feature extractor which

is one of the key parts of our network. Six settings are compared,

including single-scale feature extraction with convolutional kernel

sizes of 3, 5, and 7 respectively, and multi-scale feature extraction

with kernel size combinations of (1,3,5), (1,3,5,7) and (3,5,7). Their

denoising results are shown in Table 2.

For single-scale schemes, 3×3 and 5×5 have similar performance

and outperform 7×7. We conjecture that a 7×7 kernel may over-

smooth the original pixels. Similar performance drop can be ob-

served from the multi-scale settings of (1,3,5,7) and (3,5,7) that in-

clude 7×7 convolutional kernels, with (3,5,7) showing a more severe

performance degradation. Therefore, we finally adopt the setting of

(1,3,5) which provides both the original information of pixels (by

1×1 kernels) and their neighborhood information (by 3×3 and 5×5

kernels) to the later self-attention blocks.

5.2 Number Of Transformer Blocks

The number of Transformer blocks has a non-negligible impact on

the denoising accuracy, computation time and memory usage of our

model.We conduct three experiments having 4, 5, and 6 Transformer

blocks each, the results of which are presented in Table 3. As can

be seen, the best performance is achieved when 5 Transformer

blocks are used. When there are 4 Transformer blocks, the denoising

process may be incomplete which yields worse performance. The

results of 6 blocks show that more blocks do not certainly guarantee

better performance. But with the increase of the number of blocks,
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Fig. 7. Ablation study on the proposed auxiliary feature guided self-attention

(AFGSA). AFGSA is compared with two variant models. One is without

auxiliary input (No Aux.), and the other one concatenates noisy image and

auxiliary features together (Concatenation).

Input No Aux. Concat AFGSA Reference

Fig. 8. Denoising results of different ways of utilizing auxiliary features in

the self-attention mechanism. "No Aux." indicates the model does not use

auxiliary features at all; "Concat" stands for directly using the concatenation

of noisy and auxiliary features as input; "AFGSA" represents our proposed

method.

the time and memory consumption at training and testing time

steadily increases.

5.3 Auxiliary Feature Guided Self-Attention

We proposed the auxiliary feature guided self-attention module

(AFGSA) in Section 3.2.2 which effectively involves the auxiliary

features into the attention computation process. To verify its contri-

bution, we compare it with two variants. The first variant (No Aux.)

does not use auxiliary features at all, and the second (Concatenation)

concatenates noisy image and auxiliary features together and then

feeds them into the Transformer blocks. The ablation numerical re-

sults are illustrated in Figure 7, showing that AFGSA yields the best

denoising performance. Figure 8 shows some denoising examples

 28
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Fig. 9. Comparison of the denoising performance of different combinations

of auxiliary features in terms of PSNR.

of the two variants and the AFGSA model. As can be seen, AFGSA

produces the most visually pleasing denoising results with sharper

edges and clearer structures. The reasons have been described in

Section 3.2.2: AFGSA separates the auxiliary and image features

in computing 𝑄 , 𝐾 and 𝑉 , only allowing the auxiliary features to

participate the computation of 𝑄 and 𝐾 . This on one hand takes

advantage of the auxiliary features for edge-preserving filtering

weights computation, and on the other hand prevents them from

contaminating the computation pipeline of the pixel features.

5.4 Importance of Each Auxiliary Feature Buffer

To investigate which auxiliary feature plays a more important role

in guiding the denoising process, we set up seven experiments, each

using a different group of auxiliary feature buffers. The denoising

performance in terms of PSNR as the number of training iterations

increases is illustrated in Figure 9. The self-attention guided by all

the auxiliary features achieves the best results. łAlbedo+Normalž,

łAlbedo+Depthž and łAlbedož are belonging to the second best camp.

łNormal+Depthž, łNormalž, and łDepthž belong to the third camp.

This ablation study shows that albedo is essential for good denoising,

while depth has the least effect.

5.5 Local and Block Self-Attention

Section 3.3 has introduced the local and block self-attentions for

accelerating our self-attention computation. Here we analyze their

performance under different settings. For local self-attention, the

memory is easily blown up because of the large amount of duplicate

content that are extracted and stored for local self-attention com-

putation. During training, the GeForce RTX 3090 GPU with 24GB

memory can only support a maximum local window of size 9. We set

up two experiments for the local method, using windows of size 7

and 9 respectively. For the block self-attention with expanded band,

the memory utilization is lower. With the same memory budget, the

block method can perform attention calculation over a larger local

region. We experiment with two settings for the block method, one

with a small block size of 𝑏 = 8 and band size of ℎ = 3, the other

one with a large block size of 𝑏 = 16 and band size of ℎ = 5.
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Table 4. Ablation study on different settings of local and block self-attention, where m is the size of the local window centered around each query pixel. b and

h represent block size and band width defined in the block self-attention.

Method Configuration RMSE(10−3)↓ PSNR↑ 1-SSIM↓ Time(ms)↓ Memory(GB)↓

Local Window
m=7 5.187 34.7629 0.0835 348.3 9.2
m=9 5.163 34.8305 0.0829 404.8 14.3

Block with Band
b=8 h=3 2.616 37.4551 0.0531 382.5 5.2
b=16 h=5 2.532 37.5019 0.0558 477.4 7.8

Fig. 10. From left to right: the denoised images by our model with yellow boxes specifying selected patches; zoomed-in patches with red points representing

query pixels for which attention maps to be visualized; self-attention maps of all five Transformer blocks, in which a deeper red color means a higher attention

score while a deeper blue color represents a lower attention score.

Table 4 gives the ablation results which show that block method

outperforms the local method by a large margin while consuming

less time and memory. For example, the setting of 𝑏 = 8 and ℎ = 3

needs to compute attention in a larger local block of size 14 × 14

(𝑏 + 2×ℎ), but it consumes less time and memory than the setting of

𝑚 = 9 for the local method which just needs to compute attention

in a 9 × 9 window. We observe that when using a larger block

size (𝑏 = 16, ℎ = 5), metrics of RMSE and PSNR become better,

but 1-SSIM becomes a little worse. We conjecture this is because

larger receptive field may lead to over-smoothing which destroys

structures of image.

6 SELF-ATTENTION MAPS VISUALIZATION

In Figure 10, we visualize the attention maps to show the effects

of our Transformer blocks. The first column shows the chosen two

examples from which we select two patches indicated by the yellow

boxes. The second column shows the zoomed-in patches. There is

a red point in each patch. The third to seventh columns present

the attention maps of the red point with respect to all the other

points in the corresponding patch computed by the five Transformer

blocks of our model, where a deeper red color means a stronger

relationship between points while a deeper blue means a weaker

relationship.

In the first example, the chosen patch contains three regions, one

white region from wheel hub, and two black regions from the tire

separated by the white region. The red point is selected from the

white region. As can be seen in the attention maps, the red point

always has higher attention scores in the white region. In early

attention maps, some pixels in the dark regions have colors other

than deep blue, but in the last attention map they become deep blue.

This tells that the later self-attention blocks have learned that the

red point belongs to the white region and therefore they can stop

the information in other regions from denoising the red point. In the

second example, the problem becomes more challenging since the

red point is similar to points in distant regions, but the Transformer

blocks still recognize these distant regions and assign high attention

scores to them.

7 LIMITATIONS

Despite being optimized, our model still consumes a significant

amount of memory. When processing a 1280 × 720 image, we need

to split it into two halves and denoise them separately to avoid

running out of memory, and finally combine them together to form

the output image. Such a problem also prevents us from processing

specular and diffuse components in two parallel pipelines, which

however may bring additional accuracy gain.

As shown in the first and second rows of Figure 11, our model

restores more details than KPCN and ACFM. But compared with

the ground truth, our results still lose some details. In the third

row, it seems that our method is too aggressive to recover textures

but ignores the specular. This can be solved by separating diffuse

component from specular, as verified in [Xu et al. 2019]. The last row

shows another example regarding our method being too aggressive

on recovering image structures (e.g., shadow boundaries) but leading

to wrinkle-like artifact.
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(28.0839/0.0758) (28.5156/0.0731) (28.5290/0.0723) (PSNR/1-SSIM)

(27.1096/0.2031) (27.6192/0.1883) (27.8813/0.1680) (PSNR/1-SSIM)

(32.7126/0.0824) (33.4723/0.0819) (33.2009/0.0874) (PSNR/1-SSIM)

Ours KPCN
(38.5285/0.0380)

ACFM
(38.5614/0.0379)

Ours
(38.5513/0.0484)

Reference
(PSNR/1-SSIM)

Fig. 11. Limitations of our method. For the łGlassOfWaterž and łCurlyHairž

scenes, our results are better than KPCN and ACFM, but there is still some

degree of detail loss compared to the ground truth. For the łLivingRoomž

scene, our result’s specular reflection is not as apparent as that of KPCN

and ACFM. For the last scene, KPCN and ACFM oversmooth the shadow

boundary in the middle of the zoomed-in patch. Although our method

recovers the shadow boundary, it introduces wrinkle-like artifact.

Moreover, since Tungsten dataset does not provide scenes of

challenging effects like motion blur, depth of field, and volumetric

media, we have not evaluated our method on them as what has been

done in KPCN [Bako et al. 2017].

8 CONCLUSION AND FUTURE WORK

We propose the first self-attention based model for Monte-Carlo

denoising problem and experiments show that our method is espe-

cially good at recovering structures and textures of images. This is

because self-attention is essentially a non-local means filter in the

high-dimensional space, sharing edge-preserving properties of non-

local denoising methods. Specifically for our self-attention based

MC denoising model, we design multi-scale feature extractors and

auxiliary feature guided self-attention mechanism to enhance its

denoising performance. Our model reaches a new state-of-the-art

with improvements in terms of both quantitative metrics and qual-

itative effects. For future improvements, we can further optimize

the computational complexity and memory usage of self-attention,

borrowing ideas such as kernel attention [Katharopoulos et al. 2020]

or investigating feature map downsampling approaches while re-

taining spatial information. Methods for better utilizing auxiliary

features are also worth exploring, using more advanced attention

mechanisms such as memory augmented self-attention [Cornia et al.

2020] or cross-attention [Hou et al. 2019].
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